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Abstract We present a novel integrated visualization system that enables the
interactive visual analysis of ensemble simulations and estimates of the sea surface height and other model variables that are used for storm surge prediction.
Coastal inundation, caused by hurricanes and tropical storms, pose large risks
for todays societies. High-fidelity numerical models of water levels driven by
hurricane-force winds are required to predict these events, posing a challenging computational problem and even though computational models continue
to improve, uncertainties in storm surge forecasts are inevitable. Today this
uncertainty is often exposed to the user by running the simulation many times
with different parameters or inputs following a Monte-Carlo framework in
which uncertainties are represented as stochastic quantities. This results in
multidimensional, multivariate and multivalued data, so-called ensemble data.
While the resulting datasets are very comprehensive, they are also huge in size
and thus hard to visualize and interpret.
In this paper we tackle this problem by means of an interactive and integrated visual analysis system. By harnessing the power of modern graphics
processing units (GPUs) for visualization as well as computation, our system
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allows the user to browse through the simulation ensembles in real-time, view
specific parameter settings or simulation models and move between different spatial or temporal regions without delay. In addition our system provides
advanced visualizations to highlight the uncertainty, or show the complete distribution of the simulations at user-defined positions over the complete time
series of the prediction. We highlight the benefits of our system by presenting
its application in a real world scenario using a simulation of Hurricane Ike.

1 Introduction
Coastal inundation due to hurricanes and typhoons pose large risks for todays societies, causing a large number of deaths all over the world. The death
toll caused by the Bhola cyclone surge, which made landfall in Bangladesh in
November of 1970, is estimated between 300,000 and 500,000 people (Murty
et al, 1986). Hurricane Katrina killed at least 1,200 people when it made landfall in Louisiana and Mississippi in 2005 (Blake et al, 2011). Just recently, in
2013, the Haiyan Typhoon in the Philippines caused over 6,000 deaths. Authorities can benefit greatly from accurate numerical forecasts of coastal flooding
providing important information for evacuation planning and deployment of
emergency personnel.
The study of storm surge is not new and dates back several decades (Heap,
1983). Dietrich et al (2010, 2011a) as well as Kennedy et al (2011) and Hope
et al (2013) recently investigated the most severe U.S. hurricanes, including
Hurricane Katrina, Rita, Gustav, and Ike using hindcasting studies. These
hindcast studies are based on the coupled SWAN+ADCIRC hydrodynamics
model, described by Dietrich et al (2011b). This modeling framework is also
now routinely used in prediction as hurricanes approach land; see Dietrich
et al (2013) and the references therein for a description of the ADCIRC Surge
Guidance System.
Uncertainties in numerical predictions of storm surge are inevitable (Brown
et al, 2007; Butler et al, 2012). These may be due to the poor knowledge of the
hurricane characteristics (track, wind speed, forward speed, etc.) and physical
parameters and inputs such as bottom friction and bathymetry. Measurements
of storm surge such as satellite and in-situ measurements of water levels and
currents are now more readily available in real-time. This data can be assimilated into the model to improve its behavior and to reduce the uncertainties
in the model outputs (Ghil, 1989; Malanotte-Rizzoli et al, 1989). This process
is called data assimilation.
Data assimilation uses incoming data sequentially as they become available to update the model predictions and associated uncertainties. Here we
propose an advanced visualization system that summarizes the most important information about the distribution of the simulation output. The system
provides an interactive framework to interpret the uncertainties in space and
time and would allow for efficient and timely analysis of the system outputs
for risk management and decision making.
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The literature divides data assimilation methods in two classes: variational
methods and sequential methods. Variational methods are least-squares fitting
methods, which use optimization algorithms to improve the model fit with
data. Sequential methods are based on the Bayesian filter which computes
the distribution of the system state given the observations in two steps: a
prediction step to propagate the distribution forward in time and an update
step of the distribution with incoming data (Lermusiaux et al, 2006; Hoteit
et al, 2008). One can then compute any statistical quantities of the system
state, including different estimate and associated uncertainties.
The need for uncertainty quantification and ensemble simulation and computation is now recognized in many areas such as, but not limited to, ocean
and weather forecasting as described above, climate prediction (Cubasch et al,
1994) and engineering (Helton, 2008). Ensemble simulations provide much
more information to domain scientists than traditional single run simulations.
To efficiently analyze these ensemble simulations, which typically result in
huge amounts of data, scientists rely on computational support. This can be
completely automatic, such as that provided by data mining techniques or
statistical analysis, or by means of interactive visual tools.
Some of the earlier work by the visualization community was presented by
Pang et al (1997) which provides a good introduction to visualization of data
and their corresponding uncertainties. They categorize uncertainty based on
its origin, such as acquisition or transformation, and provide a mapping of existing visualization techniques to uncertainty visualization based on the application. Johnson and Sanderson (2003) as well as Griethe and Schumann (2006)
provide overviews of different uncertainty visualization techniques for spatial
2D and 3D scientific data, such as surface data, as well as more abstract data.
Griethe and Schumann (2006) define a set of basic concepts of uncertainty
in visualization. Riveiro (2007) evaluates different uncertainty visualization
techniques in the context of information fusion. Uncertainty information in
spatial data can be visualized with a multitude of techniques. Color and texture are especially suited for surface data, such as iso-surfaces (Rhodes et al,
2003). Texture also works well to highlight uncertainty in volume renderings
of 3D data. Another common approach to show uncertainty in 3D data is by
introducing noise. Djurcilov et al (2001, 2002) show the effectiveness of both
approaches in the context of ocean simulations. Pöthkow and Hege (2011);
Pöthkow et al (2011) as well as Pfaffelmoser et al (2011) extend surfaces to
cloud like structures to visualize the spatial variation, corresponding to the
uncertainty in probabilistic iso-surfaces. Brown (2004) shows the utility of animation in the context of uncertainty visualization, arguing that animating
through possible results will show a steady behavior in certain areas, while
uncertain regions will show large variation.
Uncertainty visualization constitutes the basis of ensemble visualization.
Here the uncertainty is derived based on statistics computed on the multivalued part of the ensemble data. Early work on ensemble visualization, though
not under this term, was conducted by Pang, Kao and colleagues (Kao et al,
2001, 2005; Luo et al, 2003; Love et al, 2005). Standard visualization techniques
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were adapted to so called spatial distribution data gathered from various sensors, e.g. satellite imaging or multi-return LIDAR. The authors define spatial
distribution data as collections of multiple values for a single variable in multiple dimensions, which is essentially the definition of ensemble data. These kind
of data is gathered today for vastly different applications in various forms such
as measurements from sensors as described above. Höllt et al (2013a) describe
a system that uses optimization techniques for subsurface analysis producing
ensemble data which is distinctively non-Gaussian, and as such can not be
represented easily in a parameterized form. Nowadays weather forecasts essentially are all based on ensemble simulations, hence it is not surprising that
some of the early integrated systems for ensemble visualization target this
specific application. Ensemble-Vis by Potter et al (2009) as well as Noodles
by Sanyal et al (2010) are just two examples that were designed specifically
to allow efficient analysis of ensemble weather prediction simulations. Besides
specialized visualization techniques focusing on the most important features
of the data for domain scientists they share the use of multiple linked views
to allow interactive exploration of multidimensional, multivariate and multivalued ensembles. In recent work Höllt et al (2013b, 2014) presented one of
the first integrated systems for the visual exploration and analysis of ensemble
data specifically targeting ocean forecasts. The presented system can handle
time-series of multivalued ensembles of sea surface height data, represented
by regularly sampled 2D height fields. A set of statistical properties is derived from the ensemble and can be explored in multiple linked views, while
the complete ensemble remains directly accessible for detailed inspection on
demand. The system enables domain experts to efficiently analyze ocean predictions, including their corresponding uncertainties. The goal is to provide
aid in planning the placement and operation of off-shore structures such as oil
platforms and underwater vehicles such as gliders.

In this work we generalize the framework to the specific needs of storm
surge analysis such as handling unstructured grids. By using the GPU for
computation as well as visualization we allow real-time exploration of this
data.

The remainder of this paper is structured as follows. Section 2 gives a brief
introduction of the storm surge assimilation and prediction system. Section 3
presents the visualization system and it’s capabilities (Sections 3.1 and 3.2)
as well as an overview of the implementation and data handling (Section 3.3).
In Section 4 we present a case study, based on a forecast of Hurricane Ike,
demonstrating the application of our system in a real world scenario. Section 5
concludes with the key findings and an outlook on future work.
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2 Storm Surge Assimilation and Prediction System
2.1 The storm surge model
The Advanced Circulation (ADCIRC) model (Luettich and Westerink, 2005)
solves the two-dimensional shallow water equations on an unstructured grid
using a finite element approach. The unstructured grid allows the model to
resolve coastal features while not overly resolving the deeper ocean. One common area of application of the ADCIRC model has been the Gulf of Mexico
where it has been used in a hindcast context to validate the model, e.g. see
Westerink et al (2008); Bunya et al (2010); Dietrich et al (2010); Kennedy
et al (2011); Hope et al (2013). ADCIRC is also run in a forecast configuration where best-track data from the National Hurricane Center (NHC), which
includes location and intensity parameters for a particular storm forecast, is
used to construct a parameterized storm field. For the theoretical, numerical,
algorithmic, and high performance computing developments of the ADCIRC
model, we direct the interested readers to Luettich and Westerink (2005).

2.2 The assimilation and uncertainty quantification approach
Numerical implementations of the Bayesian filter are based on ensemble methods, mainly the Ensemble Kalman filtering (EnKF) method, which propagates
the state distribution forward in time using an ensemble-based Monte-Carlo
approach, and applies Gaussian-based Kalman update step to the ensemble
with incoming observations (Evensen, 1994; Hoteit et al, 2005). Recently EnKF
methods have become very popular in many geophysical applications, thanks
to their robustness, efficiency, reasonable computational cost, and their ease of
implementation. Different EnKF methods are proposed in the literature. Tippett et al (2003) divide these methods into two groups; the stochastic EnKF
(SEnKF) and the deterministic EnKFs (DEnKFs). In the SEnKF, described
by Burgers et al (1998) and Houtekamer and Mitchell (1998), the observations
are perturbed before the Kalman update step is applied to each predicted
ensemble member. DEnKF techniques do not perturb the observations but
rather use a specific square-root form of the ensemble sample error covariance
matrix in combination with the ensemble mean for each update step. Different
variants of DEnKFs were introduced by for example Anderson (2001), Bishop
et al (2001), Whitaker and Hamill (2002), and Hoteit et al (2002). The public
availability of the DEnKF codes helped increasing the popularity of these filters. One of them is the singular evolutive interpolated Kalman (SEIK) filter
(Pham, 2001; Hoteit et al, 2002), which as shown by Nerger et al (2012), follows a similar formulation to the ensemble transform Kalman filter (ETKF)
presented by Bishop et al (2001).
Heemink (1986) introduced a steady-state Kalman filter which was specifically developed to enhance storm surge prediction and was later used in multiple applications as presented for example by Heemink and Kloosterhuis (1990),
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Sørensen and Madsen (2006) and El Serafy and Mynett (2008). This approach,
however, is limited by two constraints; it requires an invariant observation
network and does not address system nonlinearity. The SEIK filter was incorporated into the short range ADCIRC prediction system (Butler et al, 2012;
Altaf et al, 2013) to overcome these problems. It was concluded that the filter
worked effectively and considerably improved the short range forecasts, which
is subject to a unique fast-evolving dynamics typical of an extreme event. Recently Altaf et al (2014) investigated the performances of the most common
EnKFs for data assimilation into an ADCIRC storm surge model using data
from Hurricane Ike and concluded that these filters would eventually lead to
comparable performances when properly tuned.

3 Visual Analysis System
The goal of our visualization system is to enable interactive exploration and
visual analysis of multi-valued sea surface height (SSH) data using a combination of automated statistical analysis and interactive visualization of the
results of this analysis. Section 3.1 describes the statistical analysis as implemented in our system, while Section 3.2 gives an idea on how the combination
of multiple linked views, as shown in Figure 1 enables the interactive visual
analysis of the ensemble data.

a

c

d

b

Fig. 1 System Overview. Our system for exploration of ocean prediction ensembles consists of four main views. The simulated ocean surface, or a derived version like the mean
surface for a single point in time, can be shown in 3D or 2D (a) and (b). The histogram
view (c) shows the complete distribution of the ensemble at a selected position, while the
time-series view (d) shows the distribution and the resulting operational risk at a selected
position for multiple samples along time.
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3.1 Statistical Analysis
The foundation for the visual analysis builds on an extensive statistical analysis of the members of the ensemble data. We compute the statistics for each
point of the grid separately. At each point of the grid, every member of the
ensemble provides a value for the sea surface height. While the probability
for every member is set uniformly, some members have the same or similar
values resulting in higher probabilities for these values. The first step in our
statistical analysis is the creation of histograms of the SSH for each position
in the grid. Based on these histograms, a probability density function (pdf)
is approximated using a kernel density estimate. We assemble these 1D histograms and pdfs in an indexed array, corresponding to their position, so that
the user can look up each pdf directly when needed.
In addition to the histogram and pdf, which provide detailed information
on the distribution at any given grid point, we compute scalar properties
for each position, such as range, mean, median, maximum mode, standard
deviation, variance, skewness, and kurtosis. Assembled at their corresponding
positions of the grid, these values can semantically be divided into two different
categories; mean, median and maximum mode describe the sea surface height
and can thus be used as possible results or representatives for the SSH, the
other scalars provide meta information on the distribution of the ensemble and
can be used to augment the former. A combination of these two categories is
typically used to provide a basic overview of the ensemble. For example a
common approach would be to show the mean SSH as a probable prediction
and augment it with the standard deviation of the spread of the ensemble to
indicate the uncertainty. In our system this might be done for example by
showing the mean SSH as an actual surface in 3D and use color-mapping to
augment it with the meta information, such as the standard deviation. More
details are given in Section 3.2 below.
To allow an efficient exploration of the complete ensemble we made the
statistical analysis completely visualization-driven. The consequences of this
are twofold: First, on the implementation side, statistics are only computed
on-the-fly when needed for visualization. More importantly, the on-the-fly
computation enables interactive visual exploration of the ensemble and the
corresponding parameter space. As described above the statistical analysis is
carried out on the complete ensemble. However, since the computation happens on-the-fly the user can define any desired part of the ensemble to analyze.
Members can be removed on-the-fly, subranges can be selected, etc. This allows
an interactive exploration of the parameter space that was used for simulating
the ensemble.
To enable this continuous real time re-computation of the statistics we
implemented a completely GPU-based pipeline not only for visualization but
also for computation (see Section 3.3 for the implementation details).

8
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3.2 Visual Prediction Exploration
The goal of this work is to provide an integrated system for the analysis and
interpretation of storm surge predictions gained from ensemble simulations
and data assimilation. We provide a set of different views for the different
tasks of the analysis. Figure 1 shows our application with the four main views
plus a unified settings panel. Two of the views are spatial, showing the surface
data themselves, one in 3D (Figure 1(a)), the other one in 2D (Figure 1(b)). A
linked histogram view (Figure 1(c)) shows the histogram as described above
for selected grid points. The time-series view (Figure 1(d)) provides detailed
information for a user-defined set of positions in time and space.
2D View. Most domain scientists working with spatial 2D data are comfortable with 2D views as shown in Figure 1(b). In our system it is used to
obtain an overview of the data, either directly by showing the complete scalar
field using pseudo coloring, or indirectly by plotting iso-contours extracted
for user defined values from the selected scalar field. While our system allows
free configuration to directly or indirectly visualize any desired statistic, the
most common setting is using iso-contours to show important values for the
mean SSH for a selected assimilation cycle and augment it with the standard
deviation mapped to pseudo coloring to indicate uncertainty.
The 2D and 3D views are also used for user interaction, allowing direct
manipulation of selected positions of special interest, e.g. to select a position
that shall be investigated in the histogram or time-series view.
3D View. 3D visualizations are used less frequently mainly because they
need to be projected back to 2D for common display devices. However since
3D visualization provides one more degree of freedom, compared to 2D, it can
provide additional information. In the 3D view (Figure 1(a)) in our system,
the sea surface height naturally maps to the height- or z-dimension of the
view, meaning pseudo-coloring and iso-contouring can be used to augment the
SSH with two additional statistical properties. To overcome the downsides of
projecting back into 2D we start with a top down view, resembling the 2D
view, but the user can freely navigate in the 3D view in real-time, allowing
inspection of the data as needed.
Histogram View. Figure 1(c) shows the histogram view that is used to provide insight on the complete distribution of the simulated SSH values at a
selected position in space and time. Unlike a conventional histogram that usually maps the bins to the x-axis and the corresponding values to the y-axis
we use a layout rotated by 90 degrees. Since we are using the histogram to
show the distribution of height values it is natural to use the y-axis to indicate the height. This also provides a spatial context since we can position the
histogram bins according to the actual height. This concept makes even more
sense in the time-series view described below, where multiple glyphs can easily
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Fig. 2 The Time-Series View Glyph in detail. The sides of the glyph show the pdf of
the distribution for selected positions in time and space. The user can configure the glyph to
show the distributions of two different positions on the two sides of the glyph. For the timeseries view the glyphs for all positions in time are assembled next to each other, allowing
the user to inspect the complete time-series for one or two positions in space at once. When
defined properly the glyph can also show other distribution data, like the distance to the
surge for each ensemble member.

be compared when they are displayed next to each other using the same height
axis.
The spatiotemporal position is selected by setting the desired assimilation cycle via the general GUI. The (x, y)-coordinate can then be selected by
directly picking the position in one of the spatial views.
Time-Series View. Going a step further from showing the histogram for a
single position in space and time, the time-series view (Figure 1(d)) enables the
user to inspect the complete temporal evolution of the distribution at a single
position in space over time. Therefore we use a glyph (Figure 2), described
below in detail, that conveys the most important features of the distribution,
including the complete histogram, at a selected position. Using such a compact
representation allows us to assemble the glyphs for multiple assimilation cycles
in a single view to show the complete evolution over time.
Figure 2 shows a detailed description of the glyph, which is inspired by the
violin plots, introduced by Hintze and Nelson (1998). While the shape of the
violin plot is symmetric, the left and the right side of the glyph can be defined
via two different properties. This setup enables two configurations; either the
two sides of the glyphs can be used to show two different properties of the
same spatial position or to compare the same property, such as the SSH at two
different points of the grid. In the example in Figure 2, we show the sea surface
height for two different positions. We map the pdf of the sea surface height as
described in Section 3.1 for each position on one side of the glyph. The glyph
could also be used to show other properties, like the distance to the storm
surge front for every ensemble member. However, since the most important
application is displaying sea surface height distributions, we decided to use
the same vertical layout as described above for the histogram view. The glyph

10
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Fig. 3 Pipeline Overview. The pipeline is divided into two major blocks: The statistical
analysis part at the top, and the rendering part shown at the bottom. Both parts are
entirely GPU-based, and all data (middle row) are shared by both parts in GPU memory.
Keeping the complete dataset on the GPU and sharing the data between the processing and
visualization pipelines allows to utilize the full performance of the GPU.

is positioned on the y-axis according to the actual height values, making the
position not only comparable to other glyphs at different positions in the view,
but also to a user-defined threshold, which could for example indicate a sea
level were a certain area might be flooded. The mean values of both properties
are indicated by a black bar on their respective sides of the glyph. Additionally,
the glyphs are pseudo-colored according to a user selected statistical property,
derived from the data. A very useful property in this view is the probability
that the sea level at the position reaches, or surpasses, the critical sea level
discussed above. Information on the uncertainty of the data can immediately
be retrieved from the shape of the glyph: A large spread or variation in the
surface positions over the ensemble, indicating larger uncertainty, results in a
large glyph, while little uncertainty results in less variation and more compact
glyphs.

3.3 Implementation
To enable interactive updates the statistics computation as well as the visualization are executed in an integrated GPU-pipeline. The analysis and visualization pipeline is illustrated in Figure 3. The pipeline is divided into two
main parts: The statistical analysis (upper third of the illustration) is implemented using the general purpose GPU programming API OpenCL (Munshi
et al, 2011), while the visualization is based on OpenGL (Shreiner et al, 2013)
in combination with custom shaders written in the OpenGL Shading Language (Rost et al, 2009). Recent versions of these APIs allow sharing the data
on the GPU between both parts of the pipeline, avoiding costly data transfers.
The readers are referred to Höllt et al (2014) for more details. In the following
we give a brief overview of the implementation and highlight the changes made
to support the storm surge data.
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Input. The input to our system (Figure 3(a)) is an ensemble of sea surface
height simulations. Where the original work by Höllt et al (2014) assumed
the data to be on a regularly sampled grid, the storm surge simulations require unstructured grids to implement a much higher precision in the coastal
regions. Therefore we index the input data and use the index and not the
(x, y)-coordinate for accessing the data. The index is also used as the correspondence between ensemble members.
Data Representation. To enable the irregular grids used for storm surge
predictions we represent the data by means of two data structures with the
same indexing. First, the positional information is stored in a vertex array
(Figure 3(f)), which can be used directly for rendering. Since this information
is not needed for computation we only make it available to the rendering part
of our pipeline. Besides the (Lat, Lon)-coordinate, the vertex also encodes the
index into the ensemble data. Second, the actual sea surface height information of the ensemble is stored as a stack of linear arrays, each keeping a single
ensemble member. For easier handling a three dimensional array is allocated
on the GPU. (Figure 3(b)). Each of the linear arrays corresponding to one
ensemble member is then laid out in a two dimensional layer of this three
dimensional array. To pack the data tightly the (x, y)-coordinate only corresponds to the index and is not correlated with the actual (Lat, Lon)-position.
A handle to the array is passed to OpenCL for the statistical analysis and
another one, pointing to the same location in memory, as a texture to the
OpenGL part of the pipeline. By sharing the data between computation and
rendering we can avoid costly data transfer from the CPU memory to the GPU
memory after the initial upload. Since we can easily index single members in
the three dimensional texture we can also compute and visualize statistics for
any desired subset of the data without restructuring or transferring additional
data. By separating the positional information from the actual simulation data
and laying out the simulation data for each member in a two dimensional array as described above we can reuse large parts of the pipeline as described
by Höllt et al (2014).
Statistical Analysis. The statistical analysis is carried out separately for
each position in the grid. Since no information from neighboring grid cells
is needed the statistics can be computed for all positions in parallel, making it a great match for modern GPUs with hundreds to thousands of cores.
For each position we compute a histogram and derive a probability density
function using the kernel density estimate. We compute several derived height
values for each position, such as the mean or median, which, by combining
the values of all positions, can be visualized as another surface. In addition we
compute the standard deviation and variance, which give a good indication of
the uncertainty at each position.
Rendering. Since the statistical analysis is carried out on the GPU all ensemble data are already available in GPU memory. The rendering part of the
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pipeline takes advantage of this to enable efficient surface rendering. For example, for creating the surface geometry we do not create geometry for every
possible surface, but rather we use a single vertex buffer containing only the
indexed positional information as described above, and then inject the SSH
information from the data already available on the GPU. The rendering itself
is then divided into three stages. First, using a vertex shader, the z-value of
each vertex is set using the ensemble data directly, or the derived statistics.
The value can be looked up using the index of the vertex. The vertex shader
is also used to assign color to each vertex using a user-defined lookup table.
The second stage is purely for meta information. A geometry shader is used to
compute the nearest vertex for each position inside each cell. This information
is used for example to quickly find the closest position with available data
when the user selects a position on screen. The third and final stage uses a
fragment shader to apply additional texturing to the final surface, for example
shading, to improve depth perception in the 3D rendering.
The rendering pipeline is used in the 3D view, as well as in the 2D view, to
provide real time updates. It is additionally used to render meta information
like the closest vertex map described above offscreen.
Statistical Analysis and Rendering Performance. The performance of
our analysis and computation pipeline is mostly limited by the computation
of the statistics as modern GPUs can throughput several billion triangles per
second allowing rendering triangle meshes with millions of triangles with real
time refresh rates. An in-depth analysis of the computation times (albeit for
different data) including a comparison between computation on the CPU and
GPU can be found in our previous work. Table 1 in Höllt et al (2014) shows
that all statistics can be updated at least sixty times per second, for a dataset
consisting of roughly 57.000 nodes and 50 surfaces (members) per time step
(nearly ten times the amount of data compared to the dataset used in the
case study in Section 4) using off-the-shelf mid-range graphics hardware. This
allows instant feedback for all user interactions at any time.
The performance of the statistics calculation is virtually identical for structured and unstructured data, like the dataset presented in our case study in
Section 4. When the statistic can be derived from the histogram, performance
scales linearly with the numbers of nodes. When the raw data is needed it
is also dependent on the number of ensemble members. Since usually only a
single assimilation cycle is analyzed in full at a time the number of cycles has
effectively no impact on the performance.
However, in the current form, we assume the complete data of the selected
parameter set (spatial dimensions, time and members) to be present in GPU
memory, making memory a limiting factor. Today’s high-end graphics card
have up to 16GB of available memory, posing a hard limit for this approach. To
handle data bigger than available memory a viable option would for example
be a streaming approach. If the number of members is larger than the number
of bins used for the histogram the histogram can be computed by streaming
the data through the GPU. Then, if it fits into available memory, only the
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histogram can be stored on the GPU and other statistics can be derived from
the histogram (with a small loss in precision).

Interaction. The described visualization techniques give a very good impression of the quantitative variation in the data. Detailed information on the
surface distribution can be gained by animating through or manually selecting
individual surfaces from the ensemble. However, it is hard to obtain a good
impression of the complete distribution this way. We therefore show the histogram and pdf for a selected position in a separate view (Figure 1(c)). The
position to investigate can be picked directly in the 3D and 2D views.
The combination of the analysis and visualization pipeline on the GPU
allows efficient implementation of several features to enhance the exploration
of the data. An example for this can be seen by a more detailed look at what
we call visualization driven statistical analysis as discussed in Section 3.1.
Assuming the user wants to switch from visualizing the mean surface to the
median surface, all that is needed is to send a signal to the GPU to compute the
median surface. Based on the currently selected ensemble range the median is
computed for each point of the grid, resulting in an update of the corresponding
surface texture. The next time the view is refreshed the updated texture is
automatically used for the vertex displacement in the vertex shader, resulting
in the desired visualization. Note that no data transfer between CPU and GPU
is needed, besides a single value, setting the active statistic to the median, no
geometry needs to be generated and very few CPU cycles are used, leaving
the CPU free for other tasks.
Another, even simpler example, is the visualization of a single ensemble
member. All that needs to be done here is setting the pointer for the displacement texture directly to the position of this surface in the heightfield texture
and everything else works automatically the next time the screen is refresehd.
This makes it essentially free to animate over ensemble members by simply
moving the pointer in GPU memory. Brown (2004) presents how animation
can be used for uncertainty visualization. Simply put, in our case animating
over all SSH values will show a steady surface in certain areas, while uncertain
areas will vary strongly over time.
While animation and other techniques, like color mapping, can give a good
impression of the quantitate variation in the ensemble, it can be hard to get
detailed information about the distribution. Therefore we allow the user to
select any position and show the corresponding histogram in a separate view
(Figure 1(c)). The desired position can be selected by simply picking in any of
the spatial views, but the system can also update the histogram continuously
while the user moves the mouse over the spatial domain. Therefore we get the
index of the datapoint closest to the picked position by a simple lookup in the
closest vertex map described above. This makes the interaction very easy and
quick as no search in the data needs to be performed, enabling the continuous
updates.
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Integration. Compared to typical workflows one major advantage of the proposed system is the tight integration of computation and the different visualizations paired with interactive updates in all views. Using our system the user
can compare different simulation runs using animation, suspicious simulation
runs can be easily detected by visual inspection so the user can exclude them
from the dataset. In parallel the system provides live updates of the statistics
and visualization without any manual reprocessing of the data. Interactive
zooming and panning makes it easy to change the focus area and visualize
the data at the needed detail level. Probing using our linked views allows on
demand detail inspection in real-time.

4 Case Study
In this section we present our system as applied to a real world scenario using a
simulation of Hurricane Ike (Berg, 2009). Ike’s path took it from the Atlantic,
through the Caribbean, traversing the Gulf of Mexico where it reached its peak
intensity as a category 4 storm, and finally made landfall on September 13,
2008 as a category 2 storm on the upper Texas coastline (compare Figure 5).
In order to perform the assimilation experiments ADCIRC was run in
a hindcast and a forecast configuration. The hindcast configuration utilizes
a high resolution grid made up of 3, 322, 439 nodes and 6, 615, 381 elements

Fig. 4 Western North Atlantic domain and bathymetry. The Gulf of Mexico is circled in
black (modified from Butler et al (2012)).
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Fig. 5 Discretization of the Gulf of Mexico domain (left) adapted from Butler et al (2012).
The grid contains 8006 nodes and 14, 269 elements. The figure on the right shows the track
of Hurricane Ike (black curve) with 53 observation stations indicated by the purple dots.

and data assimilated storm wind fields provided by Ocean Weather, Inc. The
time step in the hindcast configuration was 1 second. This configuration’s
domain covers all of the Gulf of Mexico along with portions of the western
Atlantic, see Figure 4. The forecast configuration is comprised of a coarser
resolution grid consisting of only 8006 nodes and 14, 269 elements that only
covers the Gulf of Mexico and uses a time step of 10 seconds. The forecast
configuration uses the SEIK filter to generate the forecast ensemble. Instead
of the detailed storm fields a parameterized storm was used based on the
model from (Holland, 1980) and best-track data from the NOAA storm archive
ftp://ftp.nhc.noaa.gov/atcf/archive/.
The hindcast configuration is considered for these experiments as a true
representation of the event. Discrepancies between the hindcast configuration
and the perturbed versions of the prediction are attributed to model error. Observations extracted every 2 hours from 43 stations (as shown in Figure 5) from
the hindcast simulation are then assimilated into the coarser forecast model
using the SEIK filter. After a 24 hour ramp-up interval between September
9th, 2008 at 0:00 UTC and September 10th, 2008 at 0:00 UTC data is assimilated every two hours from the hindcast configuration until September 14th,
2008 at 6:00 UTC (one day after landfall) resulting in 51 assimilation steps.
The filter itself is initialized by evaluating an ensemble of 40 state vectors from
the hindcast configuration (obtained by empirical orthogonal function analysis
presented in Hoteit et al (2013)) and projected appropriately onto the coarser
grid. The ensemble size was chosen as a reasonable compromise between computational cost and a representative initial ensemble for this study.

4.1 Visualization and Analysis of the Results
A typical analysis of the forecast using our visualization system starts with
a spatial inspection via the 2D or 3D views. Figure 6 shows a zoom in on
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Galveston Bay near Houston, TX in the 3D view. While most of the area
demonstrates low variation within the ensemble (indicated by the yellow to
light green color), the region near the East Bay exhibits a large standard deviation (blue tone). For further inspection, the user can point into this area and
the histogram at the selected position is presented. The distribution histogram
for this position (Figure 6 bottom) shows a large spread between +1 m and
−1.6 m.
Figure 7 demonstrates additional examples of this type of visual inspection
of distributions at different spatial and temporal samples. We picked three
exemplary positions in Galveston Bay that show a larger variance than the
surrounding area. The distributions at these three positions (as well as the
example shown in Figure 6) exhibit notably different characteristics.
Lets consider Figure 6 and Figure 7(a) first. The variance at both positions
is large, with nearly the same absolute values (the color coding for all positions maps to the same variance values). The distribution in Figure 6 is widely
spread with rather large gaps in between the different simulation runs. This
is an indicator that large uncertainty may be present at this point in space
and time. The geospatial visualization in Figure 7(a) exhibits similar characteristics as the one in Figure 6. By just looking at the color-coded standard
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Fig. 6 Spatial and Distribution Inspection. The Figure shows a combination of the
the 3D spatial view used for the spatial inspection and the histogram view used for detail
inspection of the distribution. Note that lighting to enhance 3D structures slightly darkens
the colormap.
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Fig. 7 Spatial and Distribution Examples Further examples, showing the use of the
histogram in combination with the spatial view. Clearly visible is the large variance in (a)
caused by a single outlier. Note that we did not use lighting in these examples to make sure
the standard deviation values are not obfuscated.

deviation one might expect similar distributions in the ensembles. However, the
histogram in Figure 7(a) exhibits a different distribution, even though the absolute standard deviation value is similar. 39 of 40 simulation runs fall between
−50 cm and −90 cm sea surface height and the large value for the variance
is caused by a single outlier at 370 cm. Such a distribution is more likely an
indicator of an outlier ensemble member rather than large uncertainty. This
could easily be detected using our interactive histogram inspector and might
have gone unnoticed when only examining mean and standard deviation.
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The positions in Figures 7(b) and (c) exhibit less standard deviation than
the first two with only subtle differences in their characteristics. The most
significant difference being the fact that the distribution in Figure 7(b) is
strongly skewed towards the larger SSH values, while the peak of the histogram
in Figure 7(c) is in the center. While this observation is of less importance than
the one described above, it would also not be visible by examining mean and
variance, only. In our system, the skewness can also be visualized by the surface
coloring, giving the user a second way to find these differences.
Moving to a temporal view of the ensemble, the proposed system provides
views of the complete time series. The example in Figure 8 shows the complete temporal analysis of two positions in Galveston Bay, chosen in the 2D
view on top by simply dropping a pin at each position. The time series view
(bottom) shows the pdf of each distribution, for each time step and for both
positions. The distributions for both positions are mapped to a glyph according to Figure 2 and the glyphs are assembled on the time axis (x) to give an
overview of the complete time-series. Besides the large peak towards the end,
corresponding to the landfall of Hurricane Ike, there are several more subtle
details which could be of interest. Assimilation cycles seven to eleven (Sept.
10, 2008, 12:00 – 20:00 UTC) exhibit unusually large variations for both positions (indicated by the elongated glyphs). This behavior can be attributed to
Hurricane Ike entering the Gulf of Mexico a few hours earlier. The hurricane
passed Cuba before the very first assimilation cycle causing a first small rise
of the sea surface, which proceeded through the Gulf and reached the Texan
coast around assimilation cycle six. This slight rise of the sea level is not only
visible in the larger mean values at the selected positions for the following
cycles, but is also the cause for the large uncertainty, visible in the time-series
view.
The following time steps exhibit very little variance (compact glyphs). Also,
remarkable is the small but steep jump in the SSH between assimilation cycles
22 and 23 (Sept. 11, 2008, 18:00 – 20:00 UTC). This might be caused by the
forerunner surge, although we did not expect to capture it with the coarse
model described above. Also visible is the progress of the surge. Besides being
close spatially, Position C1 is constantly one cycle behind C2, most notably in
the peak, which occurs at time step 41 (Sept. 13, 2008 at 08:00 UTC) at C2
and time step 42 (Sept. 13, 2008 at 10:00 UTC) at C1.
Figure 9 shows another example for the time series view. We compare
two positions, one in the East Bay and one in the ship channel. The first 25
assimilation cycles show similar behavior for both positions with little change
in the sea surface height. Similar to the positions described in Figure 8 these
positions and cycles exhibit very little variance except for cycles seven to eleven
(Sept. 10, 2008, 12:00 – 20:00 UTC). Interesting is the split after cycle 25 (Sept.
12, 2008, 00:00 UTC). In the ship channel (right side of the glyphs) the sea
surface rises steadily until it hits its peak around cycle 41 (Sept. 13, 2008,
08:00 UTC). In contrast, the sea surface in the East Bay drops slowly until
assimilation cycle 35 (Sept. 12, 2008, 20:00 UTC). The following five cycles
exhibit a wide spread in the simulation results (see the elongated glyphs),
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Fig. 8 Spatial and Time Series Views. The time series view used for comparing two
positions, selected in the 2D view by dropping pins. The arrival of the surge can clearly be
seen by the peak in the later time steps. One interesting fact is that position C1 (right side
of the glyph) peaks roughly one assimilation cycle (3h) after C2 (left side).

Fig. 9 Comparing East Bay and ship channel in the Time Series View. The figure
shows a comparisons of an exemplary position in the East Bay with one in the ship channel
(pins in the top view). The left side of the glyphs is mapped to the East Bay, while the right
side shows the ship channel. In the first 25 assimilation cycles and after cycle 45 the glyphs
are roughly symmetric, indicating similar behavior. After cycle 25 the sea surface height
rises steadily in the ship channel, while it falls in the East Bay, before a steep jump after
cylce 40. Most interestingly assimilation cycles 36 to 40 exhibit a large amount of variation
in the East Bay, indicated by the elongated glyphs.

indicating a large amount of uncertainty. The split of these two positions in the
visualization clearly shows the east to west surge within the bay before landfall.
However, the large uncertainty, especially in the East Bay also indicates that
this surge was not efficiently predicted with all parameter settings. After cycle
40 (Sept. 13, 2008, 06:00 UTC) there is a large jump in the sea surface height,
reaching its maximum at cycle 42 (Sept. 13, 2008, 10:00 UTC), with simulation
runs with results above 4.5 meters. After this, both positions exhibit similar
behavior.
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5 Conclusions
We introduced a novel, integrated system for interactive visual analysis of
storm surge predictions. Based on the work of Höllt et al (2013b, 2014) we
present a system adapted to the specific requirements for storm surge visualization. Using multiple linked views and visualization techniques tailored to
the problem at hand, our system allows detailed inspection and analysis of
storm surge ensembles and their uncertainties.
We demonstrate the application of our system using a case study of Hurricane Ike. The case study clearly shows the usefulness of our system in a real
world scenario. Using the completely GPU-based computation and visualization pipeline our system allows interactive visual inspection of complex big
data. The interactive probing and our ensemble distribution histogram view
allow the user to efficiently obtain detailed information of the distribution of
the ensemble. As shown in the example in Section 4.1 this allows quick identification of suspicious simulations without plotting the outputs one by one
to find outliers. The use-case scenario also shows that our system allows the
identification of important features such as the east west surge in Galveston
Bay before Hurricane Ike’s landfall, and their corresponding uncertainties.
For the future we will integrate wetting and drying into the simulations
and visualization framework to aid in the decision making process. We will
also apply the system to other extreme events applications, such as tsunamis
and debris flow.
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